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Abstract

Abstract

Hand gestures are essential in everyday human communication and have become an
integral part of Human-Robot Interaction. They enable an intuitive form of inter-
action and provide a seamless HRI experience. Powered by deep learning, many dy-
namic gesture recognition frameworks have been proposed in recent years. Despite
their impressive results, they fall short in recognizing some unique characteristics
of each hand gesture. Some gestures are driven by motion, while others require a
precise interpretation of the hand details. Additionally, many of these approaches
rely on multimodal data, which might limit their robustness for robot applications.
In this thesis, we investigate the integration of the motion and hand pose aspects of
gestures using RGB data only. Our proposed hybrid gesture recognition framework
called Snapture is an extension of the CNNLSTM model and considers the hand
posture through an additional static channel. Furthermore, our architecture can
determine whether the specific hand and fingers arrangement is needed to recog-
nize a gesture based on its motion profile. Our evaluation of Snapture on the GRIT
and Montalbano datasets shows promising results of the framework and that it can
surpass the performance of the CNNLSTM architecture. Moreover, our analysis on
a gesture class basis demonstrates that integrating the hand details improves the
classification of subtle and indistinctive movements, which can be vital in critical
scenarios.

Zusammenfassung

Handgesten sind in der täglichen menschlichen Kommunikation notwendig und ein
fester Bestandteil der Mensch-Roboter-Interaktion. Basierend auf Deep Learning
wurden in den letzten Jahren viele Verfahren zur dynamischen Gestenerkennung
vorgeschlagen. Trotz der beeindruckenden Ergebnisse erkennen sie einige einzi-
gartige Eigenschaften von Handgesten nicht. Einige Gesten werden durch Bewe-
gung ausgeführt, während andere eine genaue Interpretation der Handinforma-
tionen benötigen. Außerdem sind viele dieser Ansätze auf multimodale Daten
angewiesen, was die Möglichkeit für Roboteranwendungsen begrenzt. In dieser Ar-
beit untersuchen wir die Integration der Bewegungs- und Handinformation von
Gesten mit RGB-Daten. Unser vorgeschlagener Ansatz zur hybriden Gestenerken-
nung, der Snapture genannt wird, erweitert das CNNLSTM-Model und berück-
sichtigt die Handgeste durch einen zusätzlichen Kanal. Weiterhin kann unser Mod-
ell mit dem Bewegungsprofil bestimmen, ob die Handinformationen zur Erkennung
einer Geste benötigt werden. Unsere Auswertung von Snapture auf den GRIT-
und Montalbano-Datensätzen liefert vielversprechende Ergebnisse des Ansatzes
und zeigt die Überlegenheit gegenüber dem CNNLSTM-Model. Außerdem zeigt
unsere Analyse auf Gestenklassen, dass die Integration der Handinformation die
Klassifizierung von subtilen und verwechselbaren Bewegungen verbessert, was in
kritischen Szenarien entscheidend sein könnte.
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Chapter 1

Introduction

Gestures are an essential part of an e�ortless HRI experience. As robots will be-
come more involved in our everyday life, e�cient gesture recognition systems are
required. In this thesis, we demonstrate some limitations in state-of-the-art dy-
namic gesture recognition systems and present a solution through a new architec-
ture. In this chapter, we will start by introducing the primary motivation behind
our work. Next, we will highlight the main �ndings of our literature review. Finally,
we will discuss our research objectives and give more detail about the main focus
of the thesis.

1.1 Motivation

Gestures play a vital role in human interaction and Human-Machine Interaction
(HMI) as natural means of non-verbal communication. Their applications vary
from building intuitive user interfaces in desktop, and virtual reality environments
to delivering immersive robotics experiences [36]. Despite the recent developments
of gesture recognition systems, reliable frameworks that allow seamless interactions
with autonomous systems are still in demand [52].

Although gestures can be performed by employing various body parts and
devices, hands and �ngers are prominently used [26]. Gestures can be categorized
into static and dynamic [44]. Static gestures emphasize shape and spell out speci�c
�nger arrangements [21], e.g., \thumbs up". Therefore, their recognition method-
ologies focus on acquiring an accurate description of the hand pose [43]. Dynamic
gestures are motion-oriented and temporal in nature [37], e.g., \waving". Thus,
recognizing these requires more focus on the locating and tracing of the moving
body limb [16].

Data acquisition of hand gestures can be device-based, e.g., glove or vision-
based [4]. In the latter, RGB cameras represent a convenient solution for recording
gestures since they are cheap and portable. Also, they allow for a natural way
of making gestures since the subject is not required to wear or learn to use any
device [12]. In vision-based systems, data is usually collected with the subject in
front of a camera. The input to a vision-based gesture recognition system is a
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set of videos usually broken down into sequences of frames. In this work, we are
motivated to investigate RGB-based frameworks for the said advantages.

Most vision-based hand gesture recognition systems consist of the following
three main phases [4]. First, the body part in motion needs to be detected and
segmented from the rest of the body. Thishand detectionstep usually needs to
deal with the high variation and complexity of background scenes [1]. Second, if
the gesture is dynamic, i.e., implies movement, ahand tracking step is needed.
That is also challenging due to the numerous shapes the hand can take and the
high dynamics of hand movements [41]. Third, the interpretation of the �rst two
steps is carried out in arecognition phase.

One drawback of many dynamic gesture recognition systems is that they only
focus on the motion of the hand [46][14][49]. Therefore, they do not consider the
hand details. However, some hand gestures, e.g., in sign languages, require under-
standing both the pathic (the path it takes) and symbolic (the shape it represents)
aspects of gesture [34]. Additionally, hand pose is essential for recognizing ges-
tures that share a similar motion path [39]. Our research investigates integrating
elements of static and dynamic recognition systems in a hybrid gesture recogni-
tion framework capable of considering both the motion and handshape aspects of
gestures.

1.2 Related Work

One of the crucial parts of any vision-based hand gesture recognition system is to
extract and segment the moving body part out of the background. Barros et al. [5]
suggest a single grayscalemotion history representation. Thus, they accomplish
both the extraction and tracking of the hand in one step by summing the absolute
di�erence of consecutive frames. The algorithm assigns di�erent weights for input
frames based on a memory value, attaching more importance to frames expressing
faster and shorter gestures. This technique addresses the temporal aspect of motion
by converting the problem into an entirely spatial-oriented task, i.e., having a
single image representation of a sequence of frames. The authors present a 3-
channel MCCNN framework targeting the problem of real-time gesture recognition
using a robot. The three channels are the original motion representation, and
two Sobel operations applied horizontally and vertically on the image. A �nal
logistic regression layer is responsible for the classi�cation, and the system achieves
an F1-score of� 0.97 in an o�ine experiment. To record the used dataset, three
participants have performed ten times gestures of six class labels in a standing
position facing the Nimbro1 [42] robot. An online experiment with the robot is
conducted with the help of three additional subjects, which are not part of the
training data, achieving an F1-Score of slightly over 0.76.

Another form of hand segmentation is to use adi�erential image algorithm,
which relies on consecutive frame subtraction as proposed by Tsironi et al. [46].
After converting the RGB videos into grayscale input frames, the data passes

1https://www.nimbro.net/ (accessed 01/09/2021)

2



1.2. Related Work

through a CNNLSTM architecture. The CNN network is responsible for implicit
feature extractions of the hand, while the LSTM tracks the motion across consec-
utive timesteps. A �nal feed forward layer carries out the actual classi�cation on
a frame level. The model outperforms a CNN baseline consisting of two-layered
CNN followed by a feed forward network. The input to the baseline is a one-image
representation using the motion history algorithm mentioned earlier. The paper re-
ports an accuracy of� 0.92 for the CNNLSTM model over theGRIT dataset [46],
which is a set of movements �tting the scenario of robot commands developed
within the context of the study. In total, six participants have taken part in the
experiment, each recording around ten gestures per class standing in front of a
camera in the lab. The total number of class labels is nine.GRIT is one of the
few publicly available datasets in the context of dynamic robot commands. In our
work, we evaluate the CNNLSTM network on robot commands and compare its
performance to co-speech gestures. Therefore, GRIT is one of the primary datasets
used in this thesis and will be described in detail in the coming chapters. We also
reproduce the CNNLSTM model using the known parameters from the paper and
de�ne it as a baseline for comparison with our suggested approach, i.e.,Snapture2,
on the GRIT data.

Another framework that works with the GRIT dataset is the proposal of Canuto
et al. [14]. They further develop the idea of a single representation per motion
sequence into astar RGB technique. In contrast to the motion history approach,
this algorithm encodes the color information into the representation. The authors
claim that the loss of information normally caused by converting to grayscale
prevents transfer learning since most modern models expect RGB frames as input.
Furthermore, the algorithm produces di�erent representations for similar gestures
performed in di�erent directions. The extended approach calculates the Euclidean
distance of consecutive frames pixel by pixel weighted by the cosine similarity
of the angle between the frames and hence, considers hue and saturation. Each
movement is split into three equal parts corresponding to the gesture's pre-stroke,
stroke, and post-stroke3. One representation is calculated for each of the three parts
and �nally merged as one image with each of them corresponding to one of the
three RGB channels; R is the pre-stroke, G is the stroke, and B is the post-stroke.
After pre-processing the video input, the model executes feature extraction using
two pre-trained ResNet CNNs (ResNet50 and ResNet101). The features are further
weighted by their importance using a soft-attention mechanism. A two-layered feed
forward network is responsible for the �nal classi�cation [14]. Furthermore, data
augmentation using image transformations is applied to theMontalbano dataset
and the GRIT dataset. The paper reports superior accuracy values on the GRIT
[46] (� 0.98) dataset compared to the CNNLSTM approach [46] and Montalbano
[15] (� 0.95) dataset compared to other approaches that uses RGB [11] and multiple
modalities [17]. We study the Montalbano dataset in depth through the thesis and
use it to evaluate the CNNLSTM's performance on co-speech gestures. Also, we use

2We discuss theSnapture architecture in chapter 3.
3The �ve stages of Kendon [27] are thoroughly discussed in section 3.4.
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it to compare the performance of the CNNLSTM model to our suggested approach.
Another essential step following the extraction of temporal and spatial infor-

mation in a dynamic gesture recognition system is the interpretation leading to
the classi�cation of the movement. Tsironi et al. [46] con�gure the CNNLSTM
model to produceframe-level classi�cations, meaning it outputs a label for each
timestep. Since each gesture consists of a sequence of frames, the authors suggest a
post-processing heuristic that produces sequence-level classi�cation out of a set of
frame-level labels using the mode. According to the authors, this works e�ciently
since the start and end of each movement are known, meaning there are no rest
pauses between gestures. Furthermore, they evaluate the CNNLSTM in a follow-up
study [47] by comparing the temporal aspects of the frame-level classi�cation to
the Kendon model [27] of the relationship between gestures and concurrent speech.
The authors claim that the meaning part of the movement starts around the mid-
dle, which they further explain to match the Kendon model [27]. In 76% of the
cases, the network can only start predicting correct labels after seeing multiple
frames. However, in 20% of the results, the network can classify all input frames
accurately. The remaining 4% are outliers, according to the respective study. In our
replication of the CNNLSTM model, we compare aframe-leveland sequence-level
variations of the network's classi�cation (cf. section 2.2.4).

Tietz et al. [45] report the use of frame-level classi�cation in a continuous
gesture recognition context, meaning that there is a continuous stream of data
to be classi�ed in real-time. Furthermore, the data includes varying-length rest
pauses between gestures. The collected dataset consists of gestures recorded using
an IMU sensor on a smartphone. In total, �ve subjects have taken part in the
experiment and performed gestures over ten class labels. They have made ten
gestures over each class with a rest break between each. Even though this study
is not vision-based but uses sensory data, we �nd it bene�cial to our research to
investigate the approach of generating gesture classi�cations based on timestep
predictions. To deal with the varying length of movements and the rest-pause
between them, the authors suggest a cut-o� value, meaning that they consider the
output of a neuron only if the sum of its activation over a timespan is above a
de�ned threshold. Their approach achieves a mean accuracy of 0.85 using an echo
state network (ESN) trained using linear regression over the recorded data. In a
follow-up study, Jirak et al. [24] achieve even superior accuracy with a state-of-the-
art LSTM network (0.93) at the cost of being time-consuming. The LSTM network
is signi�cantly slower to train (approximately 88.9 seconds) than the ESN (around
2.6 seconds). However, both models are tuned to use linear regression. Therefore,
the LSTM network performs faster than the typical con�guration in multi-class
classi�cation problems using cross-entropy and a softmax layer. In our work, we
also suggest a threshold-controlled method for enabling the static channel in our
proposedSnapture model.

While all of the above approaches report promising results within the con-
text of the respected experiments, they do not consider some hand features, such
as its orientation, leading to gesture misclassi�cations. When using the motion
history technique with the 3-channel MCCNN [5], the authors report confusion
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between classes \point right" and \stop". They explain it by the similar motion in
both gestures while di�ering in the hand's orientation, which the model does not
consider. The authors hypothesize that considering the hand information would
improve the performance of the model. Furthermore, multiple cases of misclassi-
�cation with class \stand" are reported. That is due to all of the classes starting
with the stand position. Therefore, \stand" is encoded by the motion representa-
tion in other classes confusing in the network. This phenomenon is referred to as
the subgestureproblem. It occurs when gestures share similar characteristics, e.g.,
a movement pattern, making one gesture seem identical to a subpart of another.
Tietz et al. [45] report this phenomenon between classes \snap" and \shake" for
data collected using the IMU sensor. Both movements share the same path at the
beginning of the gesture making the former a subgesture of the latter. The issue
is less pronounced yet noticeable in the LSTM model of Jirak et al. [24]. Another
reported problem is when classes have identical motion patterns but in a di�erent
direction, i.e., symmetric gestures. For example, a confusion between \bounce up"
and \bounce down" as proclaimed in the same paper.

Moreover, the model's lack of considering the hand shape and �nger arrange-
ments also leads to misclassi�cations. While investigating frame-level misclassi�-
cations of the CNNLSTM model, Tsironi et al. [47] describe a confusion between
classes \hello" and \no". They analyze the CNNSLTM model to understand its
learning qualities by investigating what features the network learns. After visual-
izing the various kernels of the convolution layers of the CNN network, they �nd
that it is not always able to apprehend the di�erence in hand shape between the
two movements. The palm is open in \hello" while the �nger index is extended in
\no", and both have similar motion paths. Therefore, some samples of the \hello"
class are falsely classi�ed as \no". According to the authors, similarities in the con-
�guration of hands and �ngers could also lead to confusion. Some \no" instances
are classi�ed as \turn" because some subjects have performed \turn" with their
index �nger extended (similar to \no"). However, the �lters visualization shows
that the CNNLSTM apprehends only the movement aspect of gestures, and that
is by detecting the highest intensity pixels of the input frames due to the motion
representation used, i.e., di�erential images, mentioned earlier.

Similarly, Canuto et al. [14] also report a loss of hand details in the RGB star
motion representation algorithm, an extension of the motion history technique.
Therefore, they observe false positives due to the lack of capturing the di�erences
between hand details in some movements. To explain that, they visualize the fea-
tures learned by the ResNet networks and soft-attention ensemble by producing
an explainable visualization of the model's predictions using the grad-cam++ [13]
technique. They observe similar heat maps between some classes of Italian gestures
from the Montalbano dataset:\noncenepiu", \ok", \freganiente", and \prendere".
These gestures have a similar motion path with one arm raised over the elbow but
distinctive hand shapes. Furthermore, \noncenepiu" is done using two hands in
some samples making the motion similar to \basta" and thus confusing the net-
work. Both gestures have similar heat maps in the grad-cam++ visualization. The
authors hypothesize that integrating the hand information in a dynamic gesture

5



Chapter 1. Introduction

recognition system should boost its performance.
This idea is supported by the work of Wu et al. [49]. They demonstrate that

fusing multiple modalities performs better at classifying gesture classes with simi-
lar motion and hand pose. Their approach, called Deep Dynamic Neural Networks
(DDNN), confuses multiple gestures with the \buenissimo" class in the Montal-
bano dataset when considering skeleton data. Although we use RGB data only,
these results are interesting to our research because the authors report less con-
fusion when fusing RGB and depth alongside the skeleton. They further explain
that by the hand details introduced through the RGB and depth modalities. The
architecture consists of a di�erent neural network for each modality. A 3D CNN
processes and fuses RGB and depth data, while the skeleton data is managed by a
Deep Belief Network (DBN). The temporal modeling of gestures is done through
a Hidden Markov Model (HMM), in which a set of states de�nes each gesture.
Additionally, the rest-pause between motions is modeled by one state. The learned
features of the di�erent modalities are fused and passed through a feed forward
neural network to produce an emission probability at each timestep. The authors
suggest two variations of multimodal fusion. The emission probabilities of each
modality are linearly combined, which they refer to as late fusion. Additionally,
intermediate fusion means that the learned features of the 3D CNN and DBN are
�rst merged to create a new internal representation used to produce an emission
probability. The classi�cation of observations is done by �nding the most probable
path using the Viterbi algorithm. The approach achieves a score of 0.816 using
the Jaccard index as part of theChaLearn Looking at Peoplegesture spotting
challenge.

Also, in the context of considering both motion and hand shape, Mazhar et
al. [32] propose a static and dynamic gestures network called the StaDNet. Their
approach involves cropping the left/right hand out of RGB frames. However, they
extract a 2D modeling of the skeleton from the RGB frames using OpenPose4.
Furthermore, they develop depth estimators, which highlight the area of interest
around the hands. The depth estimators are learned using depth maps obtained
from a Kinect V2 in an o�ine fashion. Nevertheless, the authors claim their ap-
proach is RGB-based since they require only RGB input for classifying new obser-
vations. The StaDNet architecture consists of two CNNs, responsible for spatial
feature extraction of the left/right hands. The CNNs are trained on gestures with
substituted backgrounds. According to the authors, that allows the network to fo-
cus on hand features and learn subtle movements. The embedding of each hand and
the skeleton pose are fused and fed into a multi-layer LSTM network for temporal
learning. The dynamic aspect of the approach is evaluated on two datasets. The
�rst dataset is the Chalearn 2016, containing 47,930 videos of color and depth cap-
tured using Kinect V1, on which the approach achieves an accuracy of 0.8675. The
framework is further evaluated on 14 dynamic gestures of the Praxis [35] dataset,
with around 1247 videos scoring a 0.996 accuracy. However, the static gesture
recognition of the framework is tested using the OpenSign [31] dataset proposed

4https://github.com/CMU-Perceptual-Computing-Lab/openpose (accessed 16/09/2021)
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by the researchers in a preceding work. It consists of ten de�ned American Sign
Language (ASL) static classes collected using ten subjects. The architecture scores
an accuracy of 0.989 on this dataset.

1.3 Research Questions

As motivated earlier, we focus on the task of vision-based hand gesture recogni-
tion. We analyze the CNNLSTM5 as it is one of the promising architectures. The
available evaluation of the CNNLSTM network considers the GRIT dataset only,
which includes robot commands recorded in the lab. These gestures usually have
distinctive arm movements, unique motion paths, and no noise in the background.
Therefore, we are interested in examining the CNNLSTM's performance on the
Montalbano dataset, which is a co-speech dataset recorded in various scenes. Co-
speech gestures are more profound than robot commands since they have highly
correlated motion patterns and delicate hand movements. Thus, using them to
evaluate the architecture will reveal new insight into its performance. In chapter 2,
we formulate two hypotheses regarding the potential limitations of CNNLSTM:

ˆ It is challenging for the CNNLSTM model to distinguish classes with similar
movement patterns.

ˆ It is challenging for the CNNLSTM model to distinguish subtle movements
done at the peak of the gesture.

Furthermore, gestures are a form of non-verbal communication and convey
thoughts and emotions. Consequently, they di�er based on the context and subject.
Similar to how people talk and walk di�erently, they are unique in the way they
gesture. Datasets are usually limited in the number of participants, and the models
trained on them are not guaranteed to generalize to new subjects. Thus, we �nd
it also bene�cial to investigate the CNNLSTM's performance on observations of
unseen participants.

One of the essential properties of a hand gesture recognition framework is rec-
ognizing its di�erent characteristics, e.g., the movement path and hand posture.
Our literature review identi�es a lack in considering hand information by vari-
ous state-of-the-art dynamic gesture recognition frameworks. Although these ap-
proaches achieve good results on the benchmark, they suggest that considering the
hand and �nger con�gurations could improve the performance even further. We
�nd that crucial since gesture misclassi�cations are undesired in HRI, especially as
social robots are expected to become even more involved in our daily life. Similarly,
gesture misclassi�cations are unacceptable in critical robot applications, e.g., med-
ical or manufacturing scenarios. Nevertheless, the format which the extraction of
the hand details should take remains an open question. Many approaches use mul-
timodal data, which could facilitate the detection of the hand. However, we believe

5We present the CNNLSTM architecture in detail in the next chapter.
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that it limits their robotic applications since many robots have limited resources.
Therefore, we �nd vision-based approaches to be particularly bene�cial because
they work with an o�-the-shelf RGB camera. Additionally, their results are easily
reproducible. Furthermore, RGB cameras are available almost everywhere, e.g.,
security cameras, making these approaches compatible with various systems.

Extracting the hand details using RGB data is not a trivial task. Skin detection
techniques work reasonably well when the hand is visible in the foreground of the
input frame. However, hand detection is challenging when the camera captures
the entire body of the person making the gesture. Additionally, the surrounding
environment outside the lab tends to be noisy. Another vital decision is the choice
of timestep for extracting the hand since dynamic gestures include movements
during their timespan. Although it is possible to fuse the hand details and motion
across all timesteps, it becomes challenging to analyze the in
uence of each channel.
Moreover, various gestures have di�erent qualities and requirements for conceptual
understanding. Some gestures are unique to their motion, while others have a
distinctive con�guration of the hand and �ngers. Therefore, we believe an approach
could bene�t from a more intuitive way of capturing the hand information based
on when this data is most relevant and meaningful, i.e., the gesture's peak.

In conclusion of the points discussed in this section, we de�ne the following
research objectives, which we address throughout this thesis:

ˆ How e�cient is the CNNLSTM network at learning co-speech ges-
tures?

ˆ How in
uenced is the CNNLSTM network by subject variability?

ˆ How to identify the peak of the gesture and extract the handshape
using RGB data only?

ˆ How to regulate the integration of the hand details into a dynamic
gesture recognition system?

8



Chapter 2

CNNLSTM [46] - Dynamic
Gesture Recognition

In this chapter, we discuss dynamic gesture recognition using the CNNLSTM
model. First, we introduce the datasets used in our experiments and analyze their
temporal variances. After that, we present the CNNLSTM model by describing the
steps for data pre-processing, architecture, and training methodology. We discuss
the convolution neural and long short-term memory networks, which are the main
building blocks of the CNNLSTM. We also discuss the di�erent parameters used
to set up these networks. Next, we also distinguish two varying implementations
of the CNNLSTM model: the frame-level and sequence-level con�gurations. Then
we compare the performance of these implementations in the context of a gesture
recognition task. Next, we run an experiment on the CNNLSTM model to uncover
the in
uence of subject variability on its performance. Finally, we evaluate the
CNNLSTM on a large dataset while upscaling the network's parameters.

2.1 Datasets

There are a variety of technologies in the literature for acquiring gesture data.
These approaches vary from simple vision-based techniques using a camera to
more sophisticated contact-based methods using input devices, such as data gloves
and accelerometers [43]. The data is a�ected by the data collection device and also
by the experimental context and annotation format. Here, we recognize two types
of gestures [30]:

1. Isolated gestures: temporally segmented gestures of which the start and end
of each gesture are annotated. When collecting isolated gestures, subjects
are recorded performing each one individually. Depending on the medium
used to collect the data, the output of such an experiment isn trials, each
containing exactly one gesture.

2. Continuous gestures: a more natural but also challenging way of capturing
gesture data, in which the subject performs a number of gestures with a

9



Chapter 2. CNNLSTM - Dynamic Gesture Recognition

short rest pause in between. Gesture spotting becomes an issue in continuous
gestures since the start and end of gestures are not known to the trained
framework.

Isolated gestures work well in gesture recognition tasks in HRI scenarios, in
which a human is communicating with an agent through gestural commands. On
the other hand, continuous gestures are suitable for data-driven gesticulation appli-
cations, in which social robots learn to produce human-like co-speech gestures [51].
As suggested by McNeill [33], there are four main types of hand movements that
are usually done by humans:

1. Beats: short and quick up-down or back-forth movements of the hands that
emphasize which speci�c part of speech is important.

2. Deictics: used to focus the attention on a particular object, direction, or
location in the surrounding environment, usually by pointing.

3. Iconics: depict a concept that is semantically related to the part of speech.
One example is to hold the thumb and index �nger close to each other to
emphasize that an object is small.

4. Metaphorics: depict an abstract idea or concept that provides extra semantic
meaning to speech. A thumbs-up is one example of metaphoric gestures that
imply agreement or positive feedback.

Including a variety of iconic, metaphoric, deictic, and beat gestures can en-
hance the interaction between humans and robots. It provides the interaction with
gesticulation traits, which are combinable with other social skills, such as gazing
and taking turns [50]. After having laid down some of the fundamentals of ges-
tures data, we will de�ne several criteria for the choice of datasets used to assist
in answering our research questions:

1. Vision-based: RGB cameras are a cheap solution for recording gestures. They
are also available since they exist everywhere, from workplaces to train sta-
tions and streets. It is also a natural data acquiring device since the users do
not have to learn to use any new equipment. Avoiding the dependency on
sensor data also allows better support to robotics applications since robots
on the market have limited sensors.

2. The CNNLSTM can theoretically work with both isolated and continuous
gestures since it can produce labels on a sequence or frame level, as we see
later in this chapter. However, the model has a cross-entropy loss function
and a softmax layer. This combination does not adapt well to rest pauses
since each classi�ed data point should map to corresponding neuron activity,
which is lacking in the case of rest. In addition, the model being memory-
intensive works more e�ciently when provided with a �xed input window of
sizen, wheren > 1 as discussed later in this chapter.
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3. Metaphoric gestures: since we exclude modalities such as speech and focus
on a vision-based gesture recognition task, it is necessary to avoid gestures
that do not provide semantically meaningful information without being ac-
companied by speech. As de�ned above, beat and iconic gestures are only
su�ciently expressive with the existence of speech. Since we do not have any
objects in our scenarios, deictic gestures are irrelevant in our experiment.

2.1.1 The GRIT Dataset - Analysis

The Gesture commands for Robot InTeraction (GRIT1) [47] or TsironiGR [46]
dataset is recorded at the Knowledge Technology group, department of Informat-
ics at the University of Hamburg. It contains 543isolated gesturesperformed
by six participants. An RGB camera captures each gesture with a resolution of
640x480 pixels and a frame rate of 30 FPS. The dataset consists of video �les, each
of containing exactly one gesture and is labelled as one of the following gesture
classes: \abort", \circle", \hello", \no", \stop", \turn", \turn right", \turn left",
and \warn" (cf. Figure 2.1). The corpus is designed to �t in an HRI scenario with
the experiment subject giving commands to a robot. Despite the several avail-
able co-speech benchmarks, e.g., the Ted gesture dataset [50], and robot command
datasets using event-based cameras, e.g., the DVS dataset [3], there is still a lack
of publicly available RGB datasets in the context of robot commands [47].

To gain better insight into the data, we analyze the GRIT dataset concerning
the sequence length. We visualize the data using box plots, which help depict
the dataset's outliers, quartiles, and ranges by gesture class and participant. We
notice apparent variability among participants, especially for gestures that include
a repeating pattern, such as \circle" and \turn" (cf. Figure 2.2). We assume that
to be a result of giving the participants general instructions on how to perform
gestures while avoiding introducing any potential bias. We report small deviation
across gesture classes except for classes \circle" and \turn", which can be noticed by
the bigger boxes and ranges (cf. Figure 2.2). The deviation of these two classes can
be explained by plotting individual participant variances. The box plots of \circle"
and \turn" demonstrate not only between-subject variability, which can be seen by
the average number of frames, but also within-subject variability, which is indicated
by the bigger box for participant number 1 (cf. Figure 2.3 (a) and (b)). Finally, we
conclude that the design of the gestures in the dataset, includingrepeated-pattern
gestures, in particular, leads to variations.Repeated-patterngestures are further
discussed in Section 3.3.

2.1.2 The Montalbano V1 Dataset - Analysis

The Montalbano corpus is part of theChaLearn2 Looking at People challenge.
It is a collection of approximately 14 000 Italian gestures labeled with one of

1https://www.inf.uni-hamburg.de/en/inst/ab/wtm/research/corpora.html (accessed
28/04/2021)

2http://chalearnlap.cvc.uab.es/ (accessed 28/04/2021)
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Chapter 2. CNNLSTM - Dynamic Gesture Recognition

Figure 2.1: The gesture classes of the GRIT corpus. This dataset is designed for the
task of dynamic gesture recognition in an HRI scenario, in which a human gives
commands to a robot. The commands include arms movements and hand shapes
without using any objects. However, the whole body is captured [47].

Figure 2.2: Gesture variances by gesture class in the GRIT dataset. Each box is
relevant to the sequence length of a gesture as preformed by all participants. The
orange line denotes the median, while circles express outliers. Again we report
bigger deviation related to classes \circle" and \turn" which is noticeable by the
relatively bigger boxes and ranges.
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(a)

(b)

Figure 2.3: Participant variances for gestures: Circle (a) and Turn (b) from the
GRIT dataset. The orange line denotes the median, while circles express outliers.

20 classes and split into training, validation and test datasets. The data con-
sists of continuous gestures, therefore, each video �le contains between 6 and
20 manually annotated classes. The vocabulary includes the following gestures:
\vattene", \vieniqui", \perfetto", \furbo", \cheduepalle", \chevuoi", \daccordo",
\seipazzo", \combinato", \freganiente", \ok", \cosatifarei", \basta", \prendere",
\noncenepiu", \fame", \tantotempo", \buonissimo", \messidaccordo", and \sonos-
tufo", which can be seen in Figure 2.4. The Montalbano dataset focuses on multi-
modal gesture spotting using sequences of RGB and depth information, and thus,
provides multiple sensory information (depth, user index and skeleton) as well as
RGB images.

We also analyze this dataset in terms of temporal variances. The goal is to
uncover any potential in
uences on the data input formulation and network pa-
rameter optimization. Since the gestures have been recorded continuously with
little to no pause between them, we isolate individual data points according to
their labels. All gestures have sequence lengths of around 40 to 50 frames per ges-
ture except for \ok" (cf. Figure 2.5). The gesture \ok" requires fewer frames since
it only moves the arm with the \ok" sign made with the hand. Noticeable also is
the high number of outliers donated by the white circles.
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Figure 2.4: The gesture classes of the Montalbano corpus. This dataset is part of
the ChaLearn multi-model dynamic gesture recognition challenge and includes a
set of 20 Italian gestures. Similar to the GRIT corpus, the camera captures the
whole body of the subjects [15].

We notice considerable deviation within gesture classes. We see this by the
relatively big range of sequence length per gesture class, which is 40 frames or
higher for the following gestures: \vattene", \cheduepalle", \daccordo", \combi-
nato", \cosatifarei",\messidaccordo", and \sonostufo" (cf. Figure 2.6). We report
clear between- and within-variability, which we explain by the recording protocol,
in which each participant has a di�erent set of gestures to perform in a similar
window of time. As a result, the available time to perform each gesture and the
rest-pause between gestures di�ers. On top of that, the number of recording ses-
sions per participant and participant's gestures per class is not uniform and di�ers
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Figure 2.5: Gesture variation by gesture class in the Montalbano dataset. Each box
is relevant to the sequence length of a gesture as preformed by all participants. The
orange line denotes the median, while circles express outliers.

considerably.

2.1.3 CNNLSTM Model Design Considerations

Having analyzed the temporal aspects of both the GRIT and Montalbano datasets,
we can make an informed choice about the design of the dynamic gesture recogni-
tion system. We list some of the principal design points:

1. The model should handle the temporal variability in both datasets, namely
the deviation in the average sequence length across gestures and participants.
It is possible to train the model with varying lengths, which might raise some
performance issues. On the other hand, the input length can be processed
and made uniform, which leads to a partial loss of information. These two
training variations are discussed further in section 2.2.4.

2. The model should be able to handle variability among participants. As dis-
cussed in the previous section, both targeted datasets include a certain level
of participants variability. While this is limited to \circle", \turn" classes in
the GRIT dataset, it is more pronounced and involves most of the classes
of the Montalbano dataset. All gestures in the GRIT corpus have the same
static background, with the participants standing still and avoiding body
movement except for the parts performing the gestures. On the other hand,
the Montalbano gestures are recorded using various noisy backgrounds and
di�erent camera angles, in some cases. Since it is a co-speech dataset, not
robot commands, some of the participants move their whole body while per-
forming the gesture, and in some cases, have slightly moved their position in
front of the camera. The impact of participant variability on the performance
of the CNNLSTM model will be discussed in section 2.4.
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(a)

(b)

(c)

Figure 2.6: Participant variances for gestures: Vattene (a), Cheduepalle (b) and
Daccordo (c) from the Montalbano dataset. The orange line denotes the median,
while circles express outliers.
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(d)

(e)

(f)

Figure 2.6 (cont.): Participant variances for gestures: Combinato (d), Cosatifarei
(e), and Messidaccordo (f) from the Montalbano dataset. The orange line denotes
the median, while circles express outliers.
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(g)

Figure 2.6 (cont.): Participant variances for gestures: Sonostufo (g) from the Mon-
talbano dataset. The orange line denotes the median, while circles express outliers.
The box plots of the remaining classes is available in the appendix.

3. As per the criteria de�ned in section 2.1, the model should be trained on the
input of isolated gestures. Therefore, we create temporal segmentation for
the continuous gesture sequences in the Montalbano dataset. There are many
ways to accomplish this, for example, using rest-pause detection techniques
across consecutive frames or by tracking the movement of the hand from
and to rest position to detect the start and end of gestures. However, these
techniques have failed to provide a generalized solution adaptable to the
variable motion pro�le across participants. Therefore, we opt to manually
create an approximate annotation of the start and end of each of the 14 000
gestures. We use automated aiding scripts for the creation and validation of
the segmentation as a way to keep human error to a minimum. However, the
results of the scripts are reviewed by a human. We will make the created
annotations publicly available to assist other researchers interested in the
Montalbano dataset as a corpus of isolated movements in the future.

2.2 The CNNLSTM Architecture

This deep learning model enables the extraction of spatial and temporal features
without an explicit de�nition. The input consists of a sequence ofdi�erential im-
ages fed into a CNNLSTM [46] model, which can be built up by consecutively
stacking a CNN and at least one LSTM network. The CNNLSTM model expects
pre-segmented input in the form of a sequence of frames. In that sense, the net-
work is not concerned with detecting gestures but tracking them across frames and
recognizing motion patterns. As of the time of writing, there is no out-of-the-box
CNNLSTM implementation in any major deep learning platforms. While a CNN
by default works with only one data point at a time, a LSTM network requires data
in the form of a sequence of timesteps. Therefore, the same CNN instance should
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apply to each frame of the input representing a timestep. This is easily achiev-
able in frameworks such as Keras3 and Tensor
ow4 through the time distributed
wrapper. Since we use Pytorch5, we create our implementation of that behavior.
We describe the various steps of data transformation and reshaping through the
di�erent layers in the following sections.

2.2.1 Data Pre-processing

The input to the CNNLSTM is a sequence of RGB images. While the GRIT dataset
is already available as frame images in JPG format, the Montalbano dataset is in
MP4 video format. Therefore, it has been converted into frame sequences to have
a matching format style between the two datasets. Since the network processes
each frame individually, a motion representation technique is needed, which allows
the segmentation of the moving limp out of the frame. We follow the same motion
representation approach as suggested in the original CNNLSTM paper [46], in
which adi�erential image is produced for each timestep by summing the di�erences
across consecutive frames. The algorithm, as suggested by Tsironi et al. [46] consists
of converting the input frames into grayscale and then resizing to 64x48 pixels using
the following equation:

� i = ( I i � I i � 1) ^ (I i +1 � I i ) (2.1)

where I i � 1, I i and I i +1 represent the frame at timestepi � 1, i and i + 1
respectively.^ denotes the bitwise AND operator.
As a result, the moving arm is extracted from the background. In addition, any
insigni�cant details, such as background and static body parts, are removed in
the pre-processing phase before feeding the input into the network. The subject
stands in front of the camera while capturing the input frames of both datasets.
In this scenario, there are no moving objects or people in the background. Unlike
the GRIT dataset, which has been recorded in the lab, the Montalbano dataset
has been collected in various scenes, mainly o�ces. Therefore, we observe a few
outlier samples in which noise in the form of another movement is introduced, e.g.,
another person moving in the background or a chair being pulled. However, we
believe that to have a minor e�ect on the network output due to the small number
of samples with the described phenomena (� 125 samples).

Converting to grayscale reduces the number of input variables by a factor of
three. That helps avoid thecurse of dimensionality [7] by reducing the number
of network parameters that need optimization. Consequently, the network is less
prone to over�tting, especially considering the GRIT data has a limited number of
observations. Additionally, we visualize and compare the frames at output of the
pre-processing step (cf. equation 2.1) for grayscale and RGB (cf. Figure 2.7) and
observe that the grayscale version provides a su�cient motion representation for

3https://keras.io/ (accessed 31/05/2021)
4https://www.tensorflow.org/ (accessed 31/05/2021)
5https://pytorch.org/ (accessed 28/04/2021)
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the task with regards to arm movement and hand shape. Other factors to consider
are memory consumption on the available hardware and training time. To get
a brief insight into the memory requirements of the model using RGB frames,
we analyze the consumed GPU memory when loading one batch of the GRIT
data as a Pytorch6 tensor. We compare the memory consumption of the RGB (3
channels) and grayscale (1 channel) input using di�erent batch sizes (Figure 2.8)
and sequence lengths (Figure 2.9). The memory requirements scale linearly with
the number of channels and the number of frames. The number of frames is variable
and expected to be large for the Montalbano movements. Nevertheless, it has been
reported in the literature that considering hue and saturation besides intensity
could provide an improvement over grayscale. That is due to integrating more
temporal information when creating a one-frame RGB motion representation of a
set of input frames [14]. However, that is beyond the scope of the current work.

2.2.2 Convolutional Neural Network

The next step is to extract the features of the moving hand from the sequence
of input frames using a convolutional neural network. CNNs are multi-stage deep
learning architectures that have proven to be e�ective in image classi�cation tasks
[29], as well as gesture recognition [5][14]. Aided by their �lters, the CNNs can
perform implicit feature extraction on the input mimicking the human brain's
visual cortex. Having multiple �lters per layer and a stack of layers makes the CNNs
more powerful since it enables a hierarchical data representation and capturing of
the spatial dependencies of the input. In other words, it can build complex features
out of simpler ones through the various �lters and layers, e.g., learning shapes
features based edges.

Before describing the architecture used in our work, we will brie
y explain the
primary components used to build a 2D CNN. First, the input gets passed through
a convolutional layer that has several learnable �lters. These �lters represent spa-
tially connected input areas and act as receptive �elds getting activated when
certain visual features are present. The �lters also slide across the 2D dimensions
of the input and successively cover all of the spatial locations. The step size of the
slide is controlled by thestride. The smaller the stride is, the more overlap there
is between the receptive �elds. The choice of stride is usually a trade-o� between
computation time and information loss. Smaller stride preserves more information
but is more computationally expensive. Furthermore,paddingcan be added to the
original frame to avoid information loss around the boundaries and to �ll the extra
pixels needed outside the input frame in case of the �lter is positioned near its
edges. One feature map is produced after applying a convolution operation using
each �lter, as expressed in the following equation:

f [x; y] � i [x; y] =
w1X w2X

f [x; y] � i [x � w1; y � w2] (2.2)

6https://pytorch.org/docs/1.9.0/ (accessed 23/08/2021)
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(a) Frame 1 (original) (b) Frame 2 (original) (c) Frame 3 (original)

(d) Frame 1 (grayscale) (e) Frame 2 (grayscale) (f) Frame 3 (grayscale)

(g) Frame 1 (color) (h) Frame 2 (color) (i) Frame 3 (color)

Figure 2.7: The output of pre-processing step using grayscale and color input of
the same frames. Both versions provide comparable representation of the motion.
However, the grayscale frames are less memory intensive due to the reduced number
of input channels. The depicted frame belong to a randomly selected sample and
are not downsized for clarity.

21



Chapter 2. CNNLSTM - Dynamic Gesture Recognition

(a) Frame 4 (grayscale) (b) Frame 5 (grayscale) (c) Frame 6 (grayscale)

(d) Frame 4 (grayscale) (e) Frame 5 (grayscale) (f) Frame 6 (grayscale)

(g) Frame 4 (color) (h) Frame 5 (color) (i) Frame 6 (color)

Figure 2.7 (cont.): The output of pre-processing step using grayscale and color
input of the same frames. Both versions provide comparable representation of the
motion. However, the grayscale frames are less memory intensive due to the re-
duced number of input channels. The depicted frame belong to a randomly selected
sample and are not downsized for clarity.
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(a)

Figure 2.8: The GPU memory consumption when loading one batch of di�erent
sizes of RGB frames to a Pytorch tensor in comparison to the grayscale input.
Each batch has a �xed number of 22 frames from the GRIT dataset. The memory
requirements is linear to the number of channels contained in the frame.

(a)

Figure 2.9: The GPU memory consumption when loading a batch of sequences of
di�erent lengths of RGB frames to a Pytorch tensor in comparison to a grayscale
input. Each batch has a �xed size of 32 of GRIT data for comparison purposes.
The memory requirements scale linearly with the number of frames contained in
the sequence.
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where f and i are the �lter and input respectively, w1 and w2 de�ne the �lter
window size and� denotes the elementwise multiplication.

The output of the convolutional layer is passed through apooling layer, which
performs downsampling on the feature maps. In addition to dimensionality reduc-
tion, another advantage of the pooling operation istranslation invariance. Trans-
lation invariance is a crucial feature of CNNs since it allows them to recognize
objects regardless of their locationin the frame [2]. That is substantial for gesture
recognition because the position and orientation of the hand and �ngers will vary
across observations. Not only during the extraction of the hand features from a
sequence of consecutive frames, but also through the static channel representing
the gesture peak, as we will see in chapter 3.

In our approach, each frame is propagated into a CNN consisting of two stacked
2D convolutional layers. The kernel size and number of �lters of the convolutional
layers, as well as the pooling layers size, are a reproduction of the original CNNL-
STM proposal [46]. We have chosen the rest of the experimental settings. The �rst
convolutional layer has �ve kernels (�lters) of size 11x11, while the other one has
ten kernels of size 6x6. Both layers have a 1x1 sized stride and apply zero-padding
to the input. Each feature map at the output of the �rst and second convolu-
tional layers is passed through a hyperbolic tangent (Tanh) activation function,
introducing non-linearity into the network. A max-pooling operation of size 2x2 is
then applied on each output. The selection of the activation function is assisted
by grid search. To be time-e�cient, we have limited the number of candidates to
the recti�ed linear unit (ReLU) and Tanh. The weights of the CNN are initialized
using values from a uniform distribution [18]. After 
attening the output of the sec-
ond convolution layer, we pass it through a feed forward layer with 500 neurons.
The number of neurons is also a replication of the CNNLSTM proposal [46]. A
batch normalization layer has also been added following each convolutional layer
to smooth the input of the next layer and limit the e�ect of internal covariate
shift [22]. This phenomenon refers to the weight distribution change caused by
tuning parameters, especially during online or mini-batch training. These shifts of
distribution make it more time-consuming for the network to converge. Therefore,
applying normalization facilitates the network's training by making it less sensitive
to the initial input of layers. We found this crucial when dealing with the Mon-
talbano dataset since it is signi�cantly larger than the GRIT, i.e., twenty-eight
times the number of observations and slightly more than double the number of
class labels. That has led to the need for more neurons when training the Montal-
bano model, and thus, more parameters to optimize. We will discuss more details
regarding the size of the network later in this chapter. A simpli�ed overview of the
architecture can be seen in Figure 2.10.

Since the learning of the temporal features is done at a later step through a
LSTM network, we use the CNN only to extract visual features. Thus, we choose
to use 2D instead of 3D convolutional layers. Due to the lack of a time dimension in
2D CNNs, they can process only one input frame at a time. On the other hand, the
following LSTM network expects the data as sequences of timesteps. To avoid any
compatibility issues, we need a way to pass the CNN with samples, each consisting
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Figure 2.10: A simpli�ed overview of the CNNLSTM architecture [46]. The data is
a sequence of RGB frames, each representing a timestep. First, a set of di�erential
image sequences are computed through a data pre-processing step. Next, the data
is passed through a 2-layer stacked CNN. The data is propagated through a LSTM
network, and �nally, through a Feed Forward Network. For clarity, we depict a total
of �ve timesteps only.

of a sequence of frames, during each batch. That is easily achievable in Keras7 using
the time-distributed layer, which is a wrapper class that provides the CNN with
a time dimension. However, it is a bit more challenging to implement in Pytorch.
Since CNNs can process a batch of frames at a single time, a handy solution is to
integrate the timesteps and batch size into one dimension. Therefore, the input is
reshaped, as shown in the equation 2.3 below. The output of the CNN needs later
to be transformed back into a shape understood by the LSTM network, as we will
explain in the next section:

(batch size � time steps; C; H; W) (2.3)

wherebatch size is the mini-batch size,time steps is the number of timesteps in
the gesture sequence,C is the number of input channels, which is 1 for grayscale
images, andH and W are the height and weight of the frame respectively (64x48
pixels).

2.2.3 Long Short-term Memory

The extracted feature maps of the CNN are fed into a LSTM network [19], which
is a special kind of Recurrent Neural Networks (RNNs) that can learn both short-
term and long-term dependencies. The LSTM network is able to avoid the problem
of vanishing gradients [8] in backpropagation by regulating the 
ow of information
through three gates. These gates are controlled by internal states i.e, the cell and
hidden state. The LSTM network's capability of learning from sequences makes it
a powerful asset in a CNNLSTM network by providing it with the ability to learn

7https://www.tensorflow.org/versions/r2.4/api docs/python/tf/keras (accessed
23/08/2021)
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the di�erent motion patterns related to the movement in a given vocabulary of
gestures.

To understand the concept of the LSTM network, we will brie
y describe the
gate mechanisms using equations. Theforget gateis responsible for deciding which
information from the previous cell state should be kept or forgotten. After feeding
the current input and previous hidden state into a sigmoid function, the previous
cell state is multiplied by the forget gate forming a new cell state as follows:

f (t ) = � (Wfx x(t ) + Wfh h(t � 1) + bf ) (2.4)

c(t ) = f (t ) � c(t � 1) + i (t ) (2.5)

wheref (t ) denote the forget gate.c(t � 1) and c(t ) represent the previous and cur-
rent cell state respectively.x(t ) and h(t ) are the LSTM unit input and hidden state.
W and b represent the weights and biases,� is the sigmoid activation function,
and � is the elementwise multiplication.

Next, a vector of candidates is formed by passing the current input and previous
hidden state into a Tanh function. Which of these values should be added to cell
state is decided by theinput gate forming the �nal cell state as follows:

i (t ) = � (Wix x(t ) + Wih h(t � 1) + bi ) (2.6)

c(t ) = c(t ) + tanh(W (t )
cx + Wchh(t � 1) + bc) (2.7)

where i (t ) denote the input gate.x(t ) , c(t ) , and h(t ) are the LSTM unit input,
cell state and hidden state respectively.W and b represent the weights and biases.
� and tanh are the sigmoid and hyperbolic tangent activation functions.� is the
elementwise multiplication.

Finally, an output gate is responsible for �nding the new hidden state to be
propagated to the next timestep:

o(t ) = � (Woxx(t ) + Wohh(t � 1) + bo) (2.8)

h(t ) = tanh(c(t )) � o(t ) (2.9)

whereo(t ) denote the output gate.x(t ) , h(t � 1), and h(t ) are the LSTM unit input,
previous and current hidden state respectively.W and b represent the weights and
biases.� and tanh are the sigmoid and hyperbolic tangent activation functions.�
is the elementwise multiplication.

Besides the 
ow of information through the gates of the LSTM network, an-
other factor that plays a role in the learning process is how the internal cell and
states are maintained across consequent batches of data. It is an implementation
decision, which we have investigated in our work. We have explored the following
two variations:

26



2.2. The CNNLSTM Architecture

1. Stateful LSTM: the cell and hidden states at the output of a given batch are
passed on to the next one, which means that the network keeps the memory
from previous batches while processing the current sequence of input. That
is suitable for continuous gesturerecognition tasks, in which a long stream
of data is fed into the network while having related data broken down into
batches. In other words, the network has to seek information beyond that
available in the current batch to make a classi�cation.

2. Stateless LSTM: the cell and hidden states are reset and set to zero for
each new batch of data forwarded through the network. The network makes
a decision based only on the set of sequences present in the current batch
regardless of which data it has previously seen. In other words, it resets
its memory at the beginning of each batch of data. That is suitable for the
problem ofisolated gesturerecognition, in which the network has all the data
it needs in the relevant batch of data.

Since we deal withisolated gesturesin our work, each batch contains all the
information that the network needs to make a classi�cation. Therefore, we opt to
use astatelessLSTM, in which the hidden state and initial cell state have zero
initialization for each batch of data. The number of layers and neurons of our
LSTM implementation is selected using grid search. The optimal number of layers
resulting from the LSTM is 2 out of the following candidates: [1, 2, 4, 8]. We observe
that increasing the number of layers beyond two does not improve the model's
performance on either dataset. The number of neurons when training on the GRIT
is 64, while it is 512 when training on the Montalbano. The number of neurons
for GRIT is chosen using GRIT search with the following candidates: [16, 32, 63].
However, as introduced later in the chapter, we use a network upscaling technique
to select the number of neurons when training the network on the Montalbano
dataset. Later in this chapter, we also compare the network size of the model
when training on each dataset. Similar to the CNN, the weights of the LSTM are
initialized using values from a uniform distribution [18], while the bias is set to
zero. It has been suggested in the literature that initializing the bias of LSTM
to one provides superior results [25]. However, our model has performed slightly
better with a zero initialization of the bias. Unlike the CNN, the LSTM expects
the input to be in the following form:

(batch size; time steps; C; H; W) (2.10)

wherebatch size is the mini-batch size,time steps is the number of timesteps in
the gesture sequence,C is the number of input channels, which is 1 for grayscale
images, andH and W are the height and weight of the frame respectively.

Therefore, we transform the output of the CNN into the shape understood by
the LSTM network, as discussed in the previous section. To avoid over�tting and
improve the model's performance, we pass the network's output through a dropout
layer. It has been shown in the literature that dropout layers work e�ectively with
LSTM networks as a regularization technique [38].
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After the steps of hand detection, gesture extraction, and tracking, the task of
recognition can take place. We pass the LSTM's output through a hidden layer
with the same size as the output, i.e., 64 for the GRIT and 512 for the Montalbano.
The weights of the feed forward network are initialized using values from a uniform
distribution [18]. The output is further fed into a softmax layer to produce a clas-
si�cation. The softmax layer produces a probability distribution over the number
of classes, 9 and 20 for the GRIT and Montalbano datasets.

2.2.4 Prediction Variations in CNNLSTM

The LSTM network of the CNNLSTM model can be tuned in various ways due to
its cell state. One possibility is to produce one value at the last timestep (many-to-
one con�guration) or a sequence of values corresponding to each timestep (one-to-
one con�guration). Projecting that into the problem of gesture recognition using
a sequence of RGB frames, there are two unique ways to train the network:

1. Sequence-based: The model considers only the output of the last cell state
to make a classi�cation. In other words, we look at the output of the LSTM
network after it has seen a whole sequence of frames.

2. Frame-based: The model considers the output of each cell state to make a
classi�cation. In other words, we take into account what the network predicts
at each timestep.

The sequence-based approach o�ers an intuitive way of classifying dynamic
gestures similarly to how cognitively perceived by humans [27]8. However, frame-
based classi�cation works well with the GRIT dataset [46]. Therefore, to select an
approach to use with the Snapture model, we perform an experiment on the GRIT
dataset, in which we compare the CNNLSTM model using the two variations.

2.2.5 Frame-level CNNLSTM

This model variation is tuned to produce a classi�cation for each frame using a one-
to-one LSTM. The CNNLSTM model is trained to classify individual frames by
feeding the internal representations learned by the LSTM network at each timestep
into the classi�er. That allows the network to classify each frame based on the
current and previous frames in the sequence. The frame-level model has several
requirements on the formulation of data input and how to carry out the training
phase. First, each gesture is processed as an independent sample with varying
lengths. Consequently, the start and end of each sequence need to be identi�ed.
Second, the network weights are updated using Back Propagation Through Time
(BPTT) after a complete set of frames belonging to a gesture has been passed
through it. Third, we are interested in a �nal classi�cation for the entire motion
and not for each frame since classifying individual frames is not su�cient for gesture

8We will describe Kendon's model of human gestures in the next chapter.
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Table 2.1: The speci�cations of the hardware used to train and test the frame- and
sequence-level CNNLSTM con�gurations in the experiment of section 2.3

Parameter Value

Operating system Ubuntu 18.04.5 LTS

Number of GPUs 2

GPU memory 8 GB

CPU model Intel(R) Core— i7-4930K

Number of cores 6

CPU frequency 3.40GHz

recognition. As a result, there is a requirement for a post-processing step. Sequence-
level classi�cations based on frame-level predictions are produced using a heuristic
[47]. The �nal class is derived from the sequence of predicted labels by �nding the
label with the highest mode in the predicted sequence.

2.2.6 Sequence-level CNNLSTM

Unlike the frame-level CNNLSTM, this model produces one classi�cation for a
sequence of consecutive frames. Only the output of the last cell state of the many-
to-one con�gured LSTM is fed into the classi�er, which means the network makes
a prediction relevant to the gesture's sequence of frames in its entirety. Several
considerations need to be taken into account to set up this variation. The input of
the network is formulated as follows:

(n samples; time steps; features) (2.11)

wheren samples is the number of samples,time steps denotes the number of
timesteps for each gesture, andfeatures represents the input size of the image,
which has the following shape:

(n channels; width; height) (2.12)

where n channels is the number of channels, i.e., 1 for grayscale input. The
width and height represent the dimensions of the input images.

Furthermore, this model is trained using mini-batches. As mentioned before, we
use Pytorch as an implementation framework of our models. Therefore, all samples
of a mini-batch at the input of the LSTM need to have the same length, which
Pytorch requires. Consequently, we use slicing and padding on the input sequences
to unify their length before trining. We �nd that choosing a �xed sequence length
around the mean sequence length of the dataset works well.
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Table 2.2: Hyperparameter values for the frame-level CNNLSTM. The optimal
values (in bold) are captured using grid search.

Hyperparameter Values

Learning rate [0,01,0,001, 0,000 1]

Number of epochs [10, 20, 40]

Optimizer [Adam , SGD]

Table 2.3: Hyperparameter values for the sequence-level CNNLSTM. The optimal
values (in bold) are captured using grid search.

Hyperparameter Values

Learning rate [0,01,0,001, 0,000 1]

Number of epochs [10, 20,40]

mini-batch size [16, 32,64]

Optimizer [Adam , SGD]

2.3 Comparing Frame-level and Sequence-level
CNNLSTM

In this section, we run an experiment to compare the performance of the frame-
level and sequence-level con�gurations of the CNNLSTM. We run them under
similar conditions using the GRIT data and utilizing the hardware described in
Table 2.19. We use the same CNN architecture for both models, as described in
section 2.2.2. In the frame-level CNNLSTM, the classi�er considers the output
of the LSTM for all timesteps. In contrast, the sequence-level CNNLSTM only
works with the output of the LSTM at the last timestep. Both models use a cross-
entropy loss function. The output of the frame-level CNNLSTM model is further
fed into a heuristic to produce a �nal classi�cation (cf. section 2.2.5). The data is
randomized at the beginning of each epoch for both models and divided into mini-
batches for the sequence-level model only. The number of epochs and mini-batches
are optimally selected. We utilize grid search to tune the hyperparameters. The
used parameters and best found con�gurations for each model are highlighted in
Table 2.2 and Table 2.3. In this experiment, we use 5-fold cross-validation, similar
to the original CNNLSTM proposal [46]. The same split is used for both models.
We repeat the experiment 5 times.

The results of the experiment are summarized in Table 2.4. The sequence-level
model performed slightly better than the CNNLSTM model in terms of accuracy
and F1-Score. Both models show small deviation across the �ve trials, pointed out
by the small standard deviation.

9Di�erent to the rest of the thesis, we use CPU to train the models in this experiment.
However, we will describe the used hardware in each experiment.
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Table 2.4: A comparison of the results of the frame- and sequence-level CNNLSTM
models under the describe experimental settings. The reported metrics correspond
to the mean of �ve trials, while the numbers in parentheses represent the standard
deviation.

Model Accuracy F1-Score Time �

Sequence-level 0,857 (0,021) 0,854 (0,023) 305,488 (1,845)

Frame-level 0,839 (0,017) 0,84 (0,017) 5 212,663 (930,014)
� In seconds.

Model
Frame-level

CNNLSTM

Sequence-level

CNNLSTM

Training method online training mini-batch training

Data preparation
supports varying-sized

sequences

requires slicing and padding

sequences to a �xed length

Classi�cation
requires post-processing to

produce sequence classi�cations

based on frame predictions

one classi�cation per

gesture sequence

Table 2.5: A summary of the key di�erences between the frame- and sequence-level
CNNLSTM models based on our experiment.

The frame-level model performs considerably slower despite the fewer number
of epochs. The variation in training time between the two models is justi�ed by
their di�erent training methods. We train the frame-level CNNLSTM in an online
fashion. Therefore, the network is optimized by minimizing the loss on a frame
level. Additionally, the network's weights are updated after each observation. On
top of that, this model does not make use of trimming or slicing. On the other
hand, the optimization process of the sequence-level CNNLSTM is carried out by
minimizing loss values on a complete sequence of consecutive frames. It also utilizes
mini-batches and updates the network's weights after a mini-batch of 64 gesture
samples has been propagated into it. Additionally, this model pro�ts from slicing
the input sequences, which heavily reduces the number of processed frames. We
summarize the main key di�erences between the two models in terms of training
and data preparation in Table 2.5.
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Table 2.6: The speci�cations of the hardware used to train and test the models of
the experiment in section 2.4.

Parameter Value

Operating system Ubuntu 18.04.5 LTS

Number of GPUs 2

GPU model NVIDIA GeForce GTX 1080

GPU memory 8 GB

CPU model Intel(R) Core— i7-4930K

Number of cores 6

CPU frequency 3.40GHz

2.4 Subject Variability In
uence on the CNNL-
STM

We have reported subject variability in both the GRIT and Montalbano datasets
in section 2.1.1. We have also hypothesized that it is an outcome of the gesture
recording protocol intended to avoid bias. In this section, we will take a deeper look
at the subject variability. In particular, how it in
uences the CNNLSTM model,
whether the model can comprehend variable motion pro�les, and its ability to
generalize to new data introduced by unseen participants. Therefore, we present
an experiment to uncover the underlying e�ect of within-subject variability on
the classi�cation results of the CNNLSTM model. The model's performance is
evaluated on a participant basis using a leave one out cross-validation approach, in
which the model is trained onn � 1 subjects and tested on thenth subject. We run
the experiment on the GRIT dataset, which has six participants, each of whom is
picked as a test subject one time. The data for the �ve remaining participants are
combined and shu�ed at the beginning of each epoch, forming a training dataset.
Thus, we form a total of six di�erent combinations of training and test datasets. We
run �ve trials of the experiment to rule out the e�ect of any randomly generated
values, such as seeds and initial weights, and to evaluate any potential deviations of
the performance throughout multiple runs. From this experiment on, we use GPU
computing to train all the models. The hardware speci�cations are summarized in
Table 2.6.

To avoid any data-related biases while conducting our experiment, we calcu-
late the training and test split ratio and look for any class imbalances through
the six di�erent training/test datasets combinations. After assigning each partici-
pant of several one to six, we list all the six combinations of training/test datasets
(Table 2.7). Furthermore, the training/test split values, representing the ratio of
the number of samples of each set to the total number of samples, are compara-
tive across the six combinations. In addition, the stacked bar plot (Figure 2.11)
demonstrates that the number of samples per class is comparative across all sub-
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Training Subjects Test Subject Training/Test Split Accuracy

P2, P3, P4, P5, P6 P1 83%/17% 0.418 (0.033)

P1, P3, P4, P5, P6 P2 83%/17% 0.656 (0.043)

P1, P2, P4, P5, P6 P3 84%/16% 0.222 (0.015)

P1, P2, P3, P5, P6 P4 83%/17% 0.11 (0.001)

P1, P2, P3, P4, P6 P5 83%/17% 0.549 (0.093)

P1, P2, P3, P4, P5 P6 83%/17% 0.723 (0.089)

Table 2.7: Evaluating the CNNLSM performance on an individual subject basis
using a leave one out approach. Each participant's data is picked out as a test
set once, while the remaining �ve subjects are used for training. The ratios of the
training/test split show comparable values across the six possible combinations.

Figure 2.11: The number of gesture samples per (participant, class) pair. The
stacked bars do not report any imbalances across gesture classes with 9 to 11
samples per (participant, class) pair. Therefore, evaluating the CNNLSTM perfor-
mance on each subject does not su�er from any class imbalance.

jects (nine to eleven samples). Therefore, the distribution of labeled observations
of all classes is almost uniform across the variations of the six training and test
datasets.

We train the model using each of the training sets and test using the corre-
sponding test set. Asequence-levelCNNLSTM con�guration is used with the same
network settings, hyper-parameters, and training process (cf. section 2.3). The only
di�erence is that the data split step is unnecessary since the subject already de-
�nes the split. Compared to the previous run, which has achieved an accuracy of
0.857, the model performs signi�cantly worse. The best average accuracy achieved
is 0.723 for the sixth combination. Two of the combinations (number three and
four) are noticeably poor (0.222 and 0.11).
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Figure 2.12: Evaluating the CNNLSM performance on individual subject basis
using a leave one out approach. The plot depicts the accuracy of the model on
individual classes over all test sets and trials. The average accuracy is best for
classes \turn right" and \turn", and worst for \no" and \stop"

To explain the poor performance of the model when tested with data belonging
to a subject that it has not seen before and to tie back to our hypothesis related
to subject variability, we plot the average accuracy of individual classes across the
di�erent combinations (Figure 2.12). The accuracy for classes \abort", \circle",
\hello" and \warn" is around 40% - 50%, which means the network is not able
to classify sequences of subjects it has not seen before and that the outcome is a
matter of the network simply guessing the label. The network performs even worse
for classes \turn left" (below 30 %), \no" and \stop" (below 20%). On the other
hand, the accuracy for classes \turn right" and \turn" is decently good (around
80%). To explain the performance gap between classes \no", \stop", \turn right"
and \turn" (around 60% di�erence), we compare the motion pro�les of the data
input for these classes and look for any patterns or anomalies related to subject
variability. The motion pro�les for the remaining classes will be available in the
appendix.

We use shade plots to depict motion pro�les of all subjects for classes \no",
\stop", \turn right" and \turn" (Figure 2.13). Each line represents the mean move-
ment values of a single subject, while the shaded area demonstrates the standard
deviation. We choose standard deviation to measure the dispersion of values around
the subject mean and thus gain an insight into the within-subject variability for
each gesture class. While the subject variability is noticeable for all four classes, we
observe a general pattern for classes \turn right" and \turn". The motion pro�le
of \turn right" includes two peaks corresponding to the movement of the arm back
and forth to the rest position and a rest-pause between them, which maps to the
moment when the arm is spread in the right direction. The same motion pattern
can be noticed for all subjects. Further, the \turn" follows a di�erent pattern de-
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scribed as an arm movement from a rest position into a continuously repeated arm
rotation activity. All participants except for participant 4 seem to follow the same
pattern.

On the other hand, it is harder to derive a visual pattern by observing the plots
for classes \no" and \stop". Also, the deviation values depicted by the shaded areas
seem to be noticeably bigger. Due to the higher subject variability of these two
classes, the network has not been able to classify data points of unseen participants
without previous training using some samples belonging to them. We approach this
issue by including data from as many subjects as possible in the training set.

Before we conclude, we point out that other factors might have indirectly af-
fected the classi�cation results when testing against individual subjects. When
looking at precision values for classes in the classi�cation results of participant
4, which has the worst accuracy, we notice lower precision values for \turn" (be-
low 20%). It means a slight push of the results to include higher accuracy values
for the class \turn" simply because the network is more likely to predict that class
for any data input. After observing the original dataset, we notice that the body
of participant 4 is slightly positioned further to the side. That might have tricked
the network into classifying most of this subject's data points as \turn" since the
activity takes place at the side of the body compared to the rest of the participants.
Some ways to limit this factor include further pre-processing the input frames to
have a centric view of the participant's body. However, heavy pre-processing is not
desirable for the usecase of this dataset since the design targets computationally
limited robot systems.

.
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(a) No (b) Stop

(c) Turn Right (d) Turn
Figure 2.13: The motion pro�les of all subjects for classes (a) \no", (b) \stop",
(c) \turn right" and (d) \turn" using shaded plots. Each line depicts the mean
movement of a single subject, while the shaded area represents the standard de-
viation of all subject movements. We observe a general pattern for classes \turn
right" and \turn" while the data of classes \no" and \stop" appear to have higher
subject variability. The motion pro�les for the remaining classes will be available
in the appendix.

2.5 CNNLSTM Network Upscaling

Grid search is one of the common strategies for hyperparameter optimization. It
evaluates all the possible combinations of parameters in a given search space based
on a de�ned set of metrics. Although it guarantees to �nd the best combination
out of the de�ned search space, it is time-consuming due to the exhaustive search.
Nonetheless, it is gainful to look into the results of grid search beyond the best
parameters and look for trends and relationships between the parameters and
the outcome [23]. Furthermore, hyperparameters could play a di�erent level of
importance on each dataset [9]. That is also our experience when training the
CNNLSTM model on each of the Montalbano and GRIT datasets. The experiments
in this section utilizes the same hardware mentioned in the previous section 2.4.

During this chapter, we have highlighted various distinctions between the Mon-
talbano and GIRT datasets. We summarize some of the main di�erences in Ta-
ble 2.8. The CNNLSTM is already proven to work well with the GRIT dataset [46],
and we achieve comparable results in our reproduction. We use the reported net-
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Table 2.8: A comparison of some of the main attributes between the GRIT and
Montlbano datasets.

Dataset GIRT Montalbano

Vocabulary size 9 20

Total number of observations 542 13 342

Total number of participants 6 48�

Total number of background scenes 1 5��

� We count subjects twice when both background and out�t are di�erent.
�� We count one scene twice due to changes in the camera angle and background.

work parameters of the original proposal and choose the rest with grid search. We
evaluate the model's performance on the Montalbano dataset using the same net-
work parameters. To the best of our knowledge, there is no available evaluation of
CNNLSTM architecture on a large dataset within the scope of gesture recognition.
In this section, we attempt to accomplish the following:

1. Evaluate the performance of the CNNLSTM architecture on the Montalbano
dataset using the same number of neurons and epochs reported on the GRIT.
From here on, we refer to these as theMontalbano modeland GRIT model.

2. Evaluate the e�ect of upscaling the network, in terms of the number of neu-
rons and epochs, on the Montalbano model using accuracy and training time
as metrics.

To achieve that, we train the GRIT and Montalbano models under the same
experimental settings. We describe the learning parameters in detail throughout
this chapter, but we will summarize them here for completeness (Table 2.9). We
run �ve trials, and both models use the same data split (70% for training and 30%
for testing). We use the same loss function, learning rate, and optimizer for both.
We upscale the number of neurons in the LSTM and feed forward networks in
addition to the number of epochs. For readability, We will refer to the models as
CNNLSTM-x, wherex is the LSTM and feed forward networks size. The remaining
layers of the network are the same throughout the experiment. The results are
evaluated based on accuracy and training time.

Upscaling the Number of Neurons

We train six variations of the Montalbano model (cf. Figure 2.14). The CNNLSTM-
32 model is not su�cient for the network to learn with a mean accuracy of around
50%. That is signi�cantly low compared to the� 89% accuracy the same model pro-
duces on the GRIT dataset. The accuracy starts improving with the CNNLSTM-64
model with marginal improvements between the CNNLSTM-128, CNNLSTM-256,
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Table 2.9: A summary of the experimental settings used for training the Montal-
bano and GRIT models.

Prameter Value

Model con�guration Sequence-level

Data split (training/test) 70%/30%

Loss function Cross entropy

Training method Mini-batch learning

Mini-batch size 64

Optimizer Adam

Learning rate 0.001

Number of trials 5

Table 2.10: The training time of the Montalbano model while scaling up the num-
ber of neurons in the LSTM and last feed forward networks by a factor of two. The
training time grows exponentially. The numbers in parentheses represent the stan-
dard deviation over �ve trials. The mean of CNNLSTM-64 and standard deviation
of CNNLSTM-128 (in bold) are noticeably larger than the means and standard de-
viations of the other runs, respectively. However, we train all models on the same
hardware.

Model Time �

CNNLSTM-32 59.306 (0.205)

CNNLSTM-64 92.437 (1.203)

CNNLSTM-128 74.614 (16.25)

CNNLSTM-256 74.992 (0.141)

CNNLSTM-512 93.146 (0.193)

CNNLSTM-1024 174.463 (0.195)
� In minutes.

and CNNLSTM-512 models. Interestingly, the average accuracy drops with the
CNNLSTM-1024 model caused by an outlier. The outlier might be caused by a
bad network initialization, failing the model to converge. That might be more
likely in this case due to the larger number of weights to initialize. The training
time grows exponentially with the model, which is logical since the number of neu-
rons also accumulates exponentially. The exception is the CNNLSTM-64 model,
which has run slower than the CNNLSTM-128 and CNNLSTM-256 models (cf.
Table 2.10). It might be due to internal memory optimization issues or due to mul-
tiple processing running simultaneously. Although we have trained and tested all
models on the same hardware, we do not monitor other processes on the system.
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Figure 2.14: The accuracy of the Montalbano model while scaling up the number of
neurons in the LSTM and �nal feed forward networks by a factor of two. Each box
corresponds to �ve trials. The orange line denotes the median, and circles express
outliers, while the blue line is the average accuracy.

Table 2.11: The training time of the MontalbanoCNNLSTM-512 model while
scaling up the number of epochs. We train all models on the same hardware. The
average training time grows linearly, and the numbers in parentheses represent the
standard deviation over �ve trials.

Number of epochs Time �

20 47.375 (0.081)

40 93.146 (0.193)

60 141.31 (0.134)

80 188.615 (0.108)

100 235.635 (0.123)
� In minutes.

Upscaling the Number of Epochs of CNNLSTM-512

So far, we train all the models using 40 epochs. Therefore, we run the Montalbano
model while upscaling that number allowing us to look into any e�ect on the
outcome. We pick theCNNLSTM-512 model since it has achieved the highest
accuracy in the previous experiment. The accuracy of the model increases with
the number of epochs up to 80. However, increasing the number beyond that does
not improve the performance of the model (cf. Figure 2.15). As expected, the
training time grows linearly with the addition of more epochs (cf. Table 2.11).

In conclusion, we observe a limitation in the performance of the CNNLSTM

39



Chapter 2. CNNLSTM - Dynamic Gesture Recognition

Figure 2.15: The accuracy of theCNNLSTM-512 trained on the Montalbano
dataset while increasing the number of epochs by twenty. Each box corresponds to
�ve trials. The orange line denotes the median, and circles express outliers, while
the blue line is the average accuracy.

model when trained on the Montalbano dataset. First, the CNNLSTM-32, which
performs well on the GRIT dataset, has the worst results on the Montalbano.
Second, scaling up the network improves the performance only to approximately
0.68. Beyond theCNNLSTM-512 model with 80 epochs, we do not notice any
improvements. All in all, we �nd the CNNLSTM architecture more powerful at
recognizing robot commands (GRIT) than human gestures (Montalbano).

One of the foremost challenges of the Montalbano dataset is that multiple
gestures have similar motion paths and subtle movements at the peak. In the
next chapter, we will suggest theSnapture as an approach to tackle some of these
issues. However, based on the comparison between the GRIT and Montalbano
models, we form the following hypotheses. These will be analyzed further through
the remaining of the thesis:

1. It is challenging for the CNNLSTM model to distinguish classes with similar
movement patterns. The vocabulary of the GRIT datasets consists of sim-
ple and unique movement patterns. However, the Montalbano movements of
Italian gestures are more profound since they are co-speech. For example, we
observe a similar motion between classes \ok" and \noncenepiu". The arm
moves up to the same position in front of the body at chest level. However,
the actual distinction between the two gestures is in the hand shape: \ok"
has the thumb and index �nger connected to form a circle shape with the
remaining three �ngers extended as compared to \noncenepiu" with both
the thumb and index �nger extended. The same phenomenon is noticed for
\cosatifarei", and \perfetto". The gesture \cosatifarei" has an open palm in
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a diagonal position. In contrast, \perfetto" has the thumb and the remaining
�ngers pinched together.

2. It is challenging for the CNNLSTM model to distinguish subtle movements
done at the peak of the gesture. For example, both \buonissimo" and \furbo"
contain a short rotation movement to the left and right around the wrist.
The di�erential images pre-processing algorithm might not provide su�cient
information in the frames to track this type of movement. Additionally, ges-
tures \furbo", \buonissimo" are very similar in motion and hand shape. The
arm moves up to face level with only the index �nger extended and touching
the face. However, the point of contact is distinctive (under the eye vs. on the
cheek). Another noticeable distinction is in the facial expression. Therefore,
other modalities might be needed. It is, however, out of the scope of this
thesis. All referenced examples can be seen in Figure 2.16.

41




	1 Introduction
	1.1 Motivation
	1.2 Related Work
	1.3 Research Questions

	2 CNNLSTM - Dynamic Gesture Recognition
	2.1 Datasets
	2.1.1 The GRIT Dataset - Analysis
	2.1.2 The Montalbano V1 Dataset - Analysis
	2.1.3 CNNLSTM Model Design Considerations

	2.2 The CNNLSTM Architecture
	2.2.1 Data Pre-processing
	2.2.2 Convolutional Neural Network
	2.2.3 Long Short-term Memory
	2.2.4 Prediction Variations in CNNLSTM
	2.2.5 Frame-level CNNLSTM
	2.2.6 Sequence-level CNNLSTM

	2.3 Comparing Frame-level and Sequence-level CNNLSTM
	2.4 Subject Variability Influence on the CNNLSTM
	2.5 CNNLSTM Network Upscaling

	3 Snapture - Hybrid Gesture Recognition
	3.1 Dynamic Channel
	3.2 Static Channel
	3.3 Enabling and Disabling the Static Channel
	3.4 Gesture Peak Detection
	3.5 Gesture Peak Extraction

	4 Results and Analysis
	4.1 Experimental Settings
	4.2 The GRIT Dataset Experiment
	4.3 The Montalbano Dataset Experiment
	4.4 The Threshold Experiment

	5 Discussion and Conclusion
	5.1 Comparing the CNNLSTM and Snapture
	5.2 Other Limitations of the CNNLSTM Architecture
	5.3 Handshape Extraction
	5.4 Integrating the Hand Details
	5.5 Frame- and Sequence-level Classifications
	5.6 Future Work
	5.7 Contribution

	A Abbreviations
	B Additional Figures
	B.1 GRIT Subject Variances
	B.2 Montalbano Subject Variances
	B.3 GRIT Motion Profiles
	B.4 GRIT Threshold Experiment
	B.5 Montalbano Threshold Experiment

	Bibliography

